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Abstract

The advancement of generative models necessitates reliable methods for assessing synthetic image
quality, particularly when models are trained with limited data and may produce spatial distortions.
Current Al-generated image quality assessment techniques often assume high-fidelity generation or
target text-to-image models, and many are computationally intensive. This study introduces an effi-
cient approach for the assessment of images synthesized by generative adversarial networks (GANs).
We propose a convolutional neural network, trained to recognize spatial distortions. Our model learns
from real-world images altered with random spatial transformations to create distorted examples, sim-
ulating common artifacts without relying on GAN-produced training data. The model’s confidence
in identifying distortions quantifies image quality. We utilized bilateral filtering to emphasize shape
information on natural images. Experiments show that our method distinguishes between synthetic
and real images and assesses visual quality more effectively than existing non-reference methods. Fur-
thermore, our method aligned with human perception for both natural and illustration-style images
from GANs trained on limited data. Our approach offers a computationally efficient framework for
evaluating GAN-generated images without relying on text prompts at assessment and any actual
synthetic images at training time.

Keywords: Distortion recognition, Generative models, Synthetic image quality assessment

1 Introduction image quality assessment (AIGIQA), plays an
essential role in the improvement of deep learning-

Image generation based on deep learning has based image generation models and ensuring that

evolved rapidly over the past several years, achiev-
ing astonishing results not only in unconditional
generation but also in conditional synthesis, such
as image-to-image [1, 2] or text-to-image genera-
tion [3, 4]. As these technologies become increas-
ingly skilled at producing diverse and complex
visual content, the need for methods to assess the
quality of these generated images becomes more
critical. This area of study, known as Al-generated

their output images are suitable for users of these
models and applications.

Many current AIGIQA techniques are
designed with the assumption that image gen-
erators are already capable of producing images
of very high visual fidelity, often produced by
large-scale models that learn from a large num-
ber of image-text pairs. Particularly, those using
vision-language models (VLMs) are effective for
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Fig. 1 The overview of the proposed method. We train
a CNN model on images randomly transformed to simu-
late distortions generative models synthesize. We use the
confidence (i.e., sigmoid output) of the model recogniz-
ing distortions on the models to perform assessments on
images.

evaluating text-to-image generators by assessing
the alignment between text prompts and visual
appearances [5, 6]. However, their utility may be
restricted for non-text-driven generative models.
For example, practitioners often aim to train gen-
erative adversarial networks (GANSs) using only
a small number of training images due to data
scarcity or the niche nature of the desired out-
put [7]. In such scenarios, image generators may
produce images containing visual elements that
appear strange or incorrectly formed. Further-
more, some AIGIQA systems are based on very
large computational models. Although powerful,
these large models can be slow to run and require
significant computing resources, which may not
be practical or necessary for evaluating images
from smaller, more specialized image generators
that are designed for specific, narrow tasks.

This paper introduces a new method for assess-
ing the quality of images generated by GANS,
with a particular focus on these specialized scenar-
ios. Figure 1 shows the overview of our method.
We proposed an assessment method based on a
convolutional neural network (CNN), specifically
trained to recognize spatial distortions within
images. The model learns to identify irregular
shapes, arrangements, and overall structure of

visual elements, such as the unnatural object for-
mations that can occur in GAN outputs from lim-
ited data. The confidence (i.e., sigmoid output)
of the model in recognizing these distortions was
then used to perform assessments on the images;
a higher confidence that the model has identi-
fied distortions suggests that the image is likely of
lower quality. When training our model, instead
of relying on a collection of images produced by
existing GANs, we created our training images
from real-world images. We applied random image
transformations to these images to simulate the
spatial distortions that we aimed to recognize.
This approach allows the model to avoid being
biased toward specific generators and learn gen-
eral concepts of these distortions. Furthermore, it
enabled us to use any publically available image
to train our recognition model. This contrasts
with existing image quality assessment methods
that primarily focus on detecting common image
degradations like blurriness or pixel noise [8-10].
Our method is intended as a specialized tool
for evaluating GAN-generated images. We tackle
scenarios in which images available for training
an image generator were limited or the generated
images were required to conform to very specific
and non-generic visual criteria. It is not designed
to be a universal replacement for existing AIGIQA
techniques. Rather, it offers a focused and compu-
tationally efficient approach for situations where
more general methods might not be optimal.
The main contributions of this paper are as
follows:
® We propose a simple but effective method
for assessing the quality of synthetic images,
using a deep learning-based distortion recog-
nition model. Specifically, we applied image
transformation to real-world images to pro-
duce distorted images to train a distortion
recognition model. The proposed method is
considered robust to the content of the syn-
thetic data.
® From the evaluation experiments, we show
our method’s versatility by evaluating both
natural (e.g., photos taken by cameras) and
illustration (e.g., anime-style drawings or
comics) images, generated by a GAN model
trained on datasets with a small number of
images (i.e., up to 96k images).
This study provides a practical and adaptable
framework for assessing GAN-generated images.



The remainder of this paper is organized as fol-
lows: We first detail the proposed methodology,
including the specifics of the image transforma-
tion methods used. Subsequently, we present the
experimental setup and the results obtained from
evaluating our method. Finally, we discuss the
implications of our findings and suggest potential
directions for future work.

2 Related Works

The rapid advancement of image generation meth-
ods necessitates robust methods for quality eval-
uation. This section introduces existing research
in AIGIQA, focusing on traditional no-reference
image quality assessment (NR-IQA) techniques
applicable when an original image is unavailable.
We also address the unique challenges of evalu-
ating images produced by GANSs, including their
characteristic visual artifacts.

The evaluation of image generation models has
traditionally relied on metrics that assess the qual-
ity of an entire set of images. Inception Score [11]
and Fréchet Inception Distance [12] are the most
commonly used examples of such methods. Both
metrics are based on a model called Inception
v3 [13], which is trained on a large dataset of
natural images called ImageNet [14]. These met-
rics evaluate the diversity of images produced by
the generator and the degree of similarity between
synthetic and real images.

While these metrics have been widely adopted,
they are designed to assess a collection of images
and are not capable of providing quality scores for
individual image instances. Evaluating synthetic
images on a piece-by-piece basis requires NR-IQA
because reference images are typically lacking.
Reviews by Ma et al. [15] highlight the evolu-
tion of IQA toward deep learning-based methods.
Deep learning models, particularly CNNs [10, 16,
17] and increasingly Transformers [18, 19], have
become common in NR-IQA due to their strong
feature extraction capabilities. Transformers excel
at analyzing global image context, leading to
hybrid CNN-Transformer approaches [20, 21].

Traditional NR-IQA methods have primarily
focused on quantifying degradations such as blur,
noise, and compression artifacts. However, eval-
uating the quality of images generated by deep-
learning models presents unique challenges. The

quality of a generated image is not solely deter-
mined by the absence of common distortions but
also by whether the generated content is meaning-
ful and realistic to a human observer. These chal-
lenges are amplified when models are trained with
limited data, often resulting in more noticeable
visual flaws, particularly spatial and structural
corruptions [7]. Therefore, detecting such spatial,
geometric, or structural distortions is crucial in
AIGIQA. Studies suggest CNNs can learn to dif-
ferentiate between real and Al-generated images
by identifying structural discrepancies [22, 23],
emphasizing the importance of detecting these
error types.

Recognizing these limitations, the research
community has increasingly focused on develop-
ing specialized datasets [24, 25] and techniques
for AIGIQA. These methods aim to capture
the specific quality attributes relevant to syn-
thetic images, such as fidelity, realism, diver-
sity, and alignment with conditioning informa-
tion (e.g., text prompts). For instance, some
approaches leverage pre-trained vision-language
models like CLIP to assess the semantic corre-
spondence between a generated image and a given
text prompt [5]. More recent studies have focused
on developing assessment metrics that explic-
itly measure the alignment with user prompts in
text-to-image (T2I) generation [6].

A common characteristic of many recent
AIGIQA methods is that they rely on textual
prompts as input, making them targeted toward
evaluating T2I models. While effective for assess-
ing prompt-image consistency, this dependency
limits the method’s applicability to generative
models that do not rely on text input or in
scenarios where prompts are unavailable. Further-
more, several state-of-the-art AIGIQA techniques
employ large-scale pre-trained models, such as
vision transformers or large language models. The
significant computational resources required by
these large models can prevent their deployment
in resource-constrained environments or their inte-
gration into real-time applications. In contrast to
these existing approaches, our proposed method
does not require any textual information, such as
prompts, for quality assessment. This makes it
applicable to a broader range of generative mod-
els and use cases. Moreover, our approach utilizes
CNNs, enabling efficient and low-cost evaluation
of individual generated images.



The training approach significantly impacts
IQA model performance. A common strategy
involves training on standard images with var-
ious distortions. Datasets like KADID-10k [26],
containing synthetically blurred or noised images,
are frequently used for training or pre-training.
Our work aligns with this strategy by training
a CNN on real-world images modified with ran-
dom transformations to mimic spatial distortions
in GAN-generated images. This aims to create an
effective assessment model for identifying these
flaws without being biased toward a single GAN
architecture.

3 Distorted Image
Recognition

This section describes the proposed method,
which involves training a deep classification model
that is capable of recognizing spatial distortions in
images to assess the quality of synthetic images.
Studies have focused on the local distortion of
synthetic images in the field of fake face recogni-
tion. For example, Guo et al. [22] discovered that
human face images synthesized by deep generative
models have irregular pupil shapes and proposed
a method for automatically detecting synthesized
images by segmenting the pupil. Conversely, gen-
erated images without spatial distortion are of
high quality and difficult to distinguish from a real
image. Our method was based on the assumption
that the prediction confidence of a deep learning
model trained to recognize distortions in images
reflects the quality of the input images. First, we
trained a binary classification model that receives
images and predicts whether these input images
are distorted or not. Because there are no real-
world distorted images that can be used as positive
samples to train the distortion recognition model,
we applied a random transformation to exist-
ing images and created pseudo-distorted samples
to simulate corruptions on synthetic images. We
then input synthesized images into the trained
recognition model and sorted these images by the
confidence of the predictions. We explain how
we synthesized pseudo-distorted images from real-
world data in Section 3.1 and the details of the
distortion recognition model in Section 3.2.

)| / Randomly
select class

A train data
o \ : o
: J ‘ | 5 |
Dataset A A
\ £ Undistorted class

Fig. 2 The procedure of preprocessing images from the
dataset as inputs to the distortion recognition model.
Images labeled as distorted class are transformed using a
spatial transformation method.
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Fig. 3 Sample images of the four spatial transformations
were used to train our distortion recognition model.

3.1 Pseudo-distorted image
synthesis

This subsection describes the procedure for creat-
ing distorted images. An overview of this proce-
dure is presented in Fig. 2. First, we sampled an
image from a collection of real-world images and
randomly selected whether to apply a transforma-
tion to this image. The images to be transformed
were given a label representing the “distorted”
class, and if not, labeled with the “non-distorted”
class. A transformation was uniformly selected
and applied from four spatial transformations for
images labeled with the distorted class. Sample
images of the four transformations used in our
experiments are presented in Fig. 3. The details of
the transformations are described below.

Grid distortion divides an image into multiple
grids and stretches or shrinks each grid ver-
tically or horizontally. There are two param-
eters: the number of vertical and horizontal
divisions and the limit parameter, which con-
trols the maximum degree of expansion and
contraction.

Flastic distortion [27] transforms image pixels
within a local area using a displacement field.



Table 1 Parameters used when applying the
transformations. When the value column is a range, a
single value is uniformly sampled within the range.

Transformation ‘ Parameter ‘ Value
Grid distortion # of grid divisions 15
Limit 0.6
Elastic distortion | Alpha 200
Sigma 10
Piece-wise affine # of rows/columns [3,6]
Scale [0.03,0.05]
Thin-plate-spline Initial point position [0.3,0.7]
Distance range [—0.25,0.25]

The distance that a pixel can move and the
smoothness of the displacement field can be
controlled by the alpha and sigma parameters,
respectively.

Piece-wise affine transformation can create local
distortions by randomly moving the neighbor-
hood of a regularly placed grid of points via
affine transformations. It is possible to con-
trol the number of rows and columns and how
much each point can be moved via the scale
parameter.

Thin-plate spline transformation is a method
used to warp an image by moving points on an
image to another point and linearly interpo-
lating the pixels between the points. Although
the points and destinations to be moved were
originally set manually, in this study, they
were uniformly sampled from a certain range.

Table 1 lists the parameters of each transforma-

tion and the values we used in our experiments.

The parameters used in the selected transforma-

tion were randomly sampled from a specific range

for each training image. Although it is essential
to use shape information to recognize distortion,

CNNs, the base architecture introduced in the fol-

lowing subsection, are known to be biased toward

textures rather than shapes when trained with
natural images [28]. We applied bilateral filtering,
an edge-preserving smoothing method, to remove
textures from the input images and enhance the
model to be trained by prioritizing the shape.

Finally, all images were resized and cropped to

224 x 224 pixels. We performed this distorted

image creation pipeline while a batch of images

was sampled as the input to the model. This
resulted in the production of different distorted

images each time an image was sampled, prevent-
ing the distortion recognition model from quickly
over-fitting to the training samples.

3.2 Distortion recognition model

This study employed a CNN architecture called
ConvNeXt, which was presented by Liu et al. [29)].
ConvNeXt was inspired by a deep learning model
that employs an architecture different from that
of CNNs, called vision transformers (ViTs) [30].
ViT employs self-attention, which can extract an
image’s global features. In recent years, ViT's have
performed better in the field of image process-
ing compared to CNNs. However, self-attention is
computationally expensive and requires a longer
time for training and testing. Furthermore, a
recent study demonstrated the limitation of
VLMs in understanding simple image transfor-
mations [31]. ConvNeXt, on the other hand, is
a model in which a depth-wise convolution layer
with a large kernel size replaces self-attention,
and the order of activation functions and convolu-
tion layers is similar to the basic building blocks
of a ViT. Since it is a fully convolutional neu-
ral network, it maintains compatibility with the
image processing of CNNs while incorporating the
advantages of ViTs by making the basic structure
similar.

3.3 Assessing synthetic images

We input a synthetic image produced by a image
generator to the trained recognition model to
quantify its visual quality. On inference, we did
not apply any transformation to the input images,
apart from resizing and the bilateral filtering if
applied during training. The output of the recog-
nition model is the probability value for classifying
whether the input image is distorted. High prob-
ability values indicate that the model could eas-
ily recognize the distortion in the input images,
confirming that the image was distorted and cor-
rupted. Based on this probability value, thresh-
olding can be used to extract only high-quality
images from a synthetic image set. Furthermore,
this probability value can be used to quantify the
quality of the images.



4 Experiments

This section details the experiments we con-
ducted to confirm how well our proposed method
works. Using the datasets outlined in Section 4.1,
we assessed our method in two ways: through
quantitative and qualitative evaluations. For the
quantitative evaluation, we first measured the
performance of our distortion recognition model
(see Section 4.3). Next, we tested how well this
model could distinguish Al-generated images from
real-world natural images when they were mixed
together (see Section 4.4). For the qualitative eval-
uation, we used our method to assess the visual
quality of actual Al-generated images and then
arranged them according to these assessments (see
Section 4.5).

4.1 Datasets

We prepared multiple datasets for training image
generators and the distortion recognizer, and for
the quantitative evaluation. We utilized dis-
tinct datasets, ensuring those used for evaluation
differed from those used in training the genera-
tor and the distortion recognizer, to conduct a
fair comparison and assessment of our method’s
performance. Each is described in the following
subsections.

4.1.1 Datasets for training image
generators

We compared the results on various datasets,
including the cat and dog categories of the ani-
mal faces HQ (AFHQ) dataset [32] (indicated as
AFHQ-cat and AFHQ-dog, respectively) and
Flickr faces HQ dataset [33] (indicated as FFHQ),
which contained 5,065, 4,678, and 70,000 images
respectively. We also conducted the same evalua-
tions on illustration images (indicated as Anime
characters). This dataset was collected from the
Danbooru2021 dataset, ! containing 96,775 images
of full-body characters drawn in anime style.

We trained a well-known GAN model, Style-
GAN2 [34], as the image generator. Although pre-
trained StyleGAN2 generator weights are often

Lhttps://gwern.net /danbooru2021 (We limited the random
selection of images from the Danbooru2021 dataset to those
that have a source URL attached in their metadata.)

publicly available, we trained these models our-
selves. This was necessary because our evaluation
approach involved using the discriminator network
of the GAN, and the weights for discriminators are
rarely distributed. The generators trained on the
natural image datasets (i.e., AFHQ and FFHQ)
and the anime character dataset could synthesize
images with a resolution of 256 x 256 and 512 x 256
pixels, respectively.

4.1.2 Datasets for training the
distortion recognizer

We prepared two datasets for training distor-
tion recognition models targeting natural and
illustration images. Both datasets consist of
260,000 images randomly selected from the Ima-
geNet dataset [14] for natural images (indi-
cated as photo dataset), and the Danbooru2021
dataset for illustrations (indicated as illustra-
tion dataset). Both datasets were divided into
250,000, 5,000, and 5,000 images for training, vali-
dation, and testing, respectively. From the valida-
tion and testing set, 2,500 images were randomly
extracted before training the model, and one of the
four transformations was applied to each image.
For the training set, images were selected with a
50% probability of having the spatial transforma-
tion applied so that the ratio of distorted images to
non-distorted images was 1 : 1. When training the
recognition model using the illustration dataset,
we disabled the bilateral filtering applied before
resizing and cropping the image. This is because
illustrations already tend to have smooth textures,
enhancing CNNs’ bias toward shapes. The effect
of applying bilateral filtering to illustration images
is discussed in Section 4.3.

4.1.3 Datasets for evaluation

For a fair quantitative evaluation, we prepared
datasets other than those used to train the gen-
erators and the distortion recognizer. We used
the Cats-vs-Dogs dataset ? for the evaluation of
generators trained on AFHQ-cat and AFHQ-dog.
The generator trained with the FFHQ dataset was
evaluated using the CelebA dataset [35]. Illustra-
tions of anime characters from Shutterstock,® with

Zhttps://www.microsoft.com/en-us/download/details.
aspx?id=54765
Shttps://www.shutterstock.com/
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permission for use in publications, were collected
to evaluate the anime character generator. The
quantitative evaluation is explained in detail in
Section 4.4.

4.2 Implementation details of
distortion recognition

In addition to the ConvNeXt model, a ViT was
trained as a comparison architecture. The ViT is
more capable of extracting shape-aware features
compared to CNNs [36] and was possibly stronger
in distortion recognition. The two architectures
were trained using the same hyperparameters,
except for the number of epochs. We adaptively
adjusted the number of epochs so that the models
were trained until the validation losses converged.
We utilized the ConvNeXt and ViT models with
the smallest number of parameters, known as
ConvNeXt-Small and ViT-Ti [37], respectively.
We initialized the model with parameters pre-
trained using the ImageNet-21k dataset [14] and
fine-tuned the model using the pseudo-distorted
dataset. Cross entropy was used for the loss func-
tion, and AdamW [38] was used as the optimizer
with a learning rate of 0.001. We used a batch size
of 128 and trained the models on a single RTX
Titan GPU. The learning rate was adjusted using
a cosine decay scheduler [39] so that the learning
rate was gradually reduced to zero by the end of
training. We randomly selected one of the four
available spatial transformations to apply, ensur-
ing each transformation had an equal probability
of being chosen. The parameters for each transfor-
mation were sampled uniformly from the ranges
shown in Table 1 for each image.

Among the four image transformations pre-
sented in Section 3.1, grid distortion, elastic dis-
tortion, and piece-wise affine transformation were
performed using the implementation in albumen-
tations,* a library for image augmentation. For the
thin-plate spline transformation, an open-source
implementation® was modified to enable a random
selection of parameters. We used PyTorch [40] to
train the distortion recognition model. We used
the implementation of the ConvNeXt and ViT
model in PyTorch’s framework for the model-
ing and training of deep learning models, called

“https://albumentations.ai/
Shttps://github.com/cheind/py-thin-plate-spline

Table 2 The training data used for constructing the
distortion recognition model, and the performance
measures of the best performing model on the
validation set. Photo and Illust. indicates images
from the ImageNet and Danbooru dataset, respectively.
The “filter” column indicates that input images were
filtered via bilateral filtering. The bold values indicate
the best values. “P.” and “Acc.” are abbreviations of
precision and accuracy, respectively.

Data ‘ Model Filter ‘ P. F1 Acc.

Photo | ConvNeXt No 0.94 0.94 0.94
Yes 0.97 0.98 0.97
ViT No 0.96 0.96 0.96
Yes 0.95 0.95 0.95

Tllust. ConvNeXt No 0.96 0.96 0.94
Yes 0.98 0.98 0.98
ViT No 0.90 0.90 0.90
Yes 0.92 0.92 0.92

pytorch-image-models [41]. To speed up the train-
ing, we adopted automatic mixed-precision [42], a
method to train deep learning models stably, using
half-precision floating point numbers.

4.3 Distortion recognition
performance

We used the macro-average of precision, F1-score,
and the accuracy of the test data to evaluate
the distortion recognizer. Precision measures the
proportion of positive predictions that are actu-
ally correct. Recall measures the proportion of
actual positive examples that a classifier can iden-
tify correctly. If we take the macro-average of the
recall scores for a binary class dataset with the
same number of samples in each class, its value
equals the accuracy. Therefore, for simplicity, we
did not report recall scores. The Fl-score is an
evaluation index that considers both precision and
recall. Accuracy measures the percentage of cor-
rect predictions from all predictions made by a
classifier.

Table 2 shows the evaluation results for the
test set of distortion recognizers trained on the
photo and illustration datasets. We used the
parameters that showed the lowest loss value on
the validation set for the test. ViT scored lower
than ConvNeXt. This was because the task of dis-
tortion recognition did not match the character-
istics of ViT’s strength in extracting relationships
between distant content within an image. Among
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the models trained on both datasets, the Con-
vNeXt model with bilateral filtering applied to
the training data showed the best performance.
Based on these results, we adopted ConvNeXt as
the architecture for the distortion recognizer.

4.4 Evaluation via distinguishing
between synthetic and
real-world images

To quantitatively evaluate the proposed method,
we conducted an experiment to distinguish
between synthetic and real images. Specifically, we
mixed synthetic images into a set of real images.
Then, the proposed distortion recognition model
and the comparison methods were used to classify
whether the images were automatically generated
or real-world images. We used the datasets pre-
sented in Section 4.1.3 for the real-world images.

We adopted the discriminator, used to train
the generator, as the baseline model. The dis-
criminator is a good baseline for distinguishing
between real and synthetic images because the dis-
criminator should have acquired how to extract
features specific to generated images during train-
ing. We used Ilustration2Vec (I12V) [43] as an
additional comparison method for the anime char-
acter generator. I2V is a model for vectorizing
illustrations. Since it uses image tagging as a
learning task to train the vectorization network,
it can assign appropriate tags according to their
contents. In our experiments, of the 1,539 tags
that 12V can assign, we used the tag “no human,”
meaning that no human appears in the image.
If the model determined that this tag should be
assigned, we could judge that the character in
the image was collapsed. We used the pre-trained
model, distributed by the authors.® Additionally,
another ConvNeXt model, which was trained to
distinguish between generated and real images,
was used as a comparison method for the nat-
ural image generators (indicated as ConvNeXt
authentic). To train this model, 100,000 images
were collected, 50,000 each of generated and real
images. The generated image set was produced
using StyleGAN-XL [44], which was trained on
the ImageNet dataset. The set of real images
were composed of images randomly extracted from
the ImageNet dataset. These images were split

Shttps://github.com/rezoo/illustration2vec

into 90,000, 5,000, and 5,000 images as the train-
ing, validation, and test sets. We fine-tuned the
weights of a ConvNeXt that was pre-trained using
the ImageNet dataset as a binary classification
model that can distinguish synthetic images from
real images.

The output of each model for an input image
was a probability value. We performed hard
thresholding on the probability values obtained,
which were used as the inference results of the
model. We used the macro-average of preci-
sion, F1-score, and accuracy measures to evaluate
the performance of the models. Additionally, we
reported the area under the receiver operating
characteristic curve (AUROC) as a threshold-
independent metric. For the evaluation on image
generators trained on the AFHQ-cat, AFHQ-dog,
and FFHQ datasets, we conducted a single evalu-
ation run using a balanced set of 5,000 real images
and 5,000 randomly synthesized images. As men-
tioned in Section 4.1, we conducted this evalu-
ation on the Cats-vs-Dogs and CelebA datasets.
However, due to the limited number of real
test images available for the Shutterstock anime
dataset (265 images), a multi-run approach was
adopted to ensure the stability of the results. For
this specific dataset, we performed five indepen-
dent evaluations, each time comparing the 265 real
images against a new set of synthetic images, and
reported the mean and standard deviation of these
five runs.

Table 3 presents the calculated metrics when
thresholding with different values and the AUROC
for each model. It shows that the distortion recog-
nition model has the best performance in distin-
guishing generated and real images compared to
the comparison method in all evaluation metrics,
except for precision on the FFHQ dataset. This
result shows the distortion recognition model’s
ability to assess the visual quality of generated
images. The methods trained on bilateral filtered
images showed the best performance for natural
image datasets (i.e., AFHQ and FFHQ). These
results confirm that better classification perfor-
mance can be obtained by removing texture from
the image and focusing on the shape when train-
ing a distortion recognition model. In contrast to
the results shown in Section 4.3, the models that
do not apply bilateral filtering to the input images
scored higher for illustrations. This was because
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Table 3 The performance of the proposed and comparison methods for distinguishing synthetic and real images. The
bold values indicate the best performing values for each dataset. Bilateral indicates whether bilateral filtering is applied
to the input images, and authentic indicates that the model was trained to distinguish synthetic images from real images.
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illustrations have fewer texture features than nat-
ural images. Filtering such data degraded visual
features more than necessary, causing the model to
overfit to the training data. We must consider the
domain characteristics of the images and choose
whether to apply filtering.

The discriminator had the lowest performance
on all datasets. This is due to the objective of
training GANs, where the loss becomes low if
the discriminator misidentifies synthesized images
as real, even if these images are corrupted. The
generator has the knowledge to fool the discrim-
inator, independent of visual quality; thus, the
discriminator’s results were less accurate than
other methods. We further analyze this behav-
ior in Section 4.5. In addition, the results of the
discriminators for AFHQ-dog and FFHQ showed

scores equal to or lower than random. Observing
the inference results, the discriminators recognized
most of the input images as either fake or real
images. This was due to the high quality of the
generated images, making it hard for the discrim-
inator to recognize whether the image was real or
not.

The ConvNeXt model that was trained to dis-
tinguish synthetic and real images (ConvNeXt
authentic in Table 3) performed more poorly than
the proposed method. This was because when
actual synthetic images were used as the train-
ing data, the model was trained with a strong
bias toward a specific generator (i.e., the generator
that produced the training data). This is inconve-
nient when we want to uniformly evaluate images
produced by multiple generators.



Using the thresholds of 0.3 and 0.5 for the “no
human” tag of 12V resulted in the inference that
all images contained human characters. Therefore,
for 12V only, we selected an appropriate threshold
value by inputting several images into the model
and observing the output values. What should be
noted in the results of 12V compared to the pro-
posed method is that the evaluation was based on
the content of the images. We believe that better
results can be obtained by considering both the
quality of the image and its content. This is an
issue to be addressed in future works.

4.5 Evaluation of quality assessment
of synthetic images

To evaluate the quality assessment of generated
images, we synthesized several images and sorted
them in order of the probability of the proposed
method classifying them as a non-distorted class.
In the research area of generative models, it has
been pointed out that generators may synthesize
copies of data that exist in the training set [45-47],
which may lead to copyright issues. We confirmed
that the generated images shown in the figures of
this paper were not copies of the training data by
using a method for detecting data copies proposed
by Pizzi et al. [48]. Specifically, a deep-learning
model trained to detect copied images was used
to embed arbitrary images into feature vectors,
and these vectors could be used to calculate the
similarity between other images. The feature vec-
tors extracted from the synthesized images and
the training data were used to calculate the cosine
similarity. We manually observed the top 10 sim-
ilar images sorted by the calculated cosine simi-
larity and confirmed that the synthesized images
were not copies of the training data.

We conducted a subjective experiment to
examine how people assess the synthetic images.
We identified which deep learning-based method
was closest to human aesthetics based on the
results. Specifically, we conducted pairwise com-
parisons, presenting two images at a time to the
participants and asking them to answer which had
better visual quality. We performed pairwise com-
parisons for all combinations (i.e., 15 pairs per
training dataset, 60 pairs in total) for all partici-
pants. We shuffled the order in which we displayed
the pairs for each participant. We applied the
Bradley-Terry (BT) model [49] to the win-loss
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Table 4 The calculated SRoCC between rankings
obtained from the subjective experiment and the sorted
results of deep learning-based methods. Higher is better
and the bold values indicate the best values. The “Disc.”
is the abbreviation of Discriminator.

Methods
Dataset Gender Ours Disc. 2v
AFHQ-cat Male 0.657 —0.371 -
Female 0.657 —0.371 -
AFHQ-dog Male 0.714 —0.143 -
Female 0.600 —0.200 -
FFHQ Male 0.886 0.714 -
Female 0.943 0.771 -
Anime characters Male 0.771 0.600 —0.200
Female 1.000 0.714 0.200

data of each pair to produce a ranking for the
human participants. By applying the BT model,
we can approximate the “strength” for each image
in the pairwise comparisons, indicated as p, which
corresponds to the visual quality of the images
assessed by human participants. We considered
the different aesthetic sensibilities of males and
females [50] and created rankings for each gender.
We determined which method yielded the most
similar results to the human assessments by using
Spearman’s rank-order correlation coefficient [51]
(SRoCC), using the respective ranks of human and
deep learning-based methods. We experimented
with 11 male and 9 female participants. They
ranged in age from 18 to 29 years, from bachelor
to third-year doctoral students.

The subjective experiment results and sorted
synthetic images used in our evaluation are pre-
sented in Fig. 4, and the SRoCC is shown in
Table 4. As shown in Table 4, the proposed
method was able to reorder the images in an order
similar to that of the human aesthetic senses. As
pointed out in Section 4.4, the generator was able
to produce images that could fool the discrimina-
tor, even though the images were collapsed. The
image sorted as having the second highest qual-
ity by the discriminator for the FFHQ dataset
had a distorted facial structure. Conversely, our
method successfully ordered this image in a lower
position. In addition, the two lowest images from
the FFHQ discriminator should be in the oppo-
site positions because the lowest-ranked image’s
facial attributes are more recognizable than the
second-lowest image. This can be confirmed by the
ranking obtained from the subjective experiment.



Discriminator

ConvNeXt (ours)

Human participants

(male)
BT model’s p 2 592 1 743 1.372
- e ﬂ
BT model’s p 2.066 2.066 1.793 0.060 0. [!15
higher lower
AFHQ-cat
Discriminator

ConvNeXt (ours)

Human participants

(male)
1= " -
BTmodel'sp 3180 0.750
(female)
BTmodel'sp 2263

higher
AFHQ-dog

e . ﬁ ".
o R

ConvNeXt (ours) &

Human participants

(male) #
BT model’s p 3.475

(female) #

T 0495

v
BT model’s p 3906 1.799 8534104 6.828x 10+ 0.000

Full-body Anime Characters

Discriminator

ConvNeXt (ours)

Human participants

(male)
BT model’s p
(female) K
v
BT model’s p 3.870 1126 0.852 0.080 0.036 0.036
higher lower

Fig. 4 Results of sorting synthetic images via the confidence of the deep learning models’ predictions and rankings obtained
by the subjective experiment. The male and female rows visualize the rankings obtained from male and female participants.
The numbers presented below the images are values of p calculated when the BT model was applied. The images presented
in this figure were confirmed as not being replications of images in the training set.

Our method was able to place the most corrupted
face image at the bottom of the list. In the AFHQ
dataset, it was noticeable that the discriminator
ordered images that were perceived to be of high
quality at a lower rank. For example, the low-
est two images in the cat category and the lowest
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image in the dog category were ranked highly by
the human participants.

The results of the illustrated anime characters
show that 12V’s “no human” tag output looks at
whether the body parts are aligned. This inclina-
tion can be seen in the fact that the fifth image
was ranked lower than the other methods. In this



image, other body parts are coherently synthe-
sized, but the arms are corrupted, which may be
the reason for the lower ranking.

Figure 5 shows the actual scores produced
by our method on images in the AGIQA-1k
dataset [24], along with the associated mean
opinion score (MOS). Note that the presented
MOS is higher-better, and the scores produced by
our method are lower-better. Our model demon-
strates a tendency to align with human percep-
tion of quality, as reflected in the MOS. This
alignment suggests that our approach is effec-
tive in identifying images with significant spatial
distortions, which typically correspond to lower
human-perceived quality. We also analyzed cases
where our model’s predictions differed notably
from human perceptual scores. Figure 6 shows
instances in which our model assessed an image
as having high quality (i.e., recognizing few spa-
tial distortions), yet the MOS provided for that
image was relatively low. These images suggest
that they indeed contain minimal apparent spa-
tial distortions of the kind our model was trained
to recognize. Human perception of quality could
be influenced by subtle factors beyond spatial dis-
tortions, which our model might not currently
account for. This will be a subject of work to
further enhance the capabilities of our method.

5 Additional Experiments

In this section, we present additional evalua-
tion and ablation studies to validate the design
choices of our proposed method and to under-
stand the contribution of its different components.
For all experiments in this section, models were
pre-trained on ImageNet. Our proposed models
were then fine-tuned on a subset of ImageNet
that we augmented with our distortion creation
pipeline. We evaluated the performance of the
trained models using the AGIQA-1k dataset, and
consistent with its evaluation protocol, we report
the SRoCC, Kendall rank-order correlation coef-
ficient (KRoCC), and Pearson linear correlation
coefficient (PLCC) as a quantitative evaluation
metric.
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5.1 Comparison with Traditional
NR-IQA Methods

First, we compared our proposed method with
several traditional NR-IQA methods that do not
require specific training. The traditional methods
included in this comparison were BMPRI [52],
CIQE [53], DSIQA [54], BRISQUE [55], and
NIQA [56]. We evaluated these methods and
our proposed approach on our custom validation
dataset (introduced in the Section 4.5) as well as
on the AGIQA-1k dataset. The scores of the NR-
IQA methods on the AGIQA-1k dataset are taken
from the original research paper, and therefore, we
do not report the scores of BRISQUE, which were
not available.

Tables 5 presents comparison results between
traditional NR-IQA methods and the proposed
method on the custom evaluation dataset. Table 6
shows the comparison results on the AGIQA-
1k dataset. The results indicated that our pro-
posed method, which is trained to recognize
specific types of distortions, showed superior per-
formance compared to these traditional methods.
Our method can assess the quality of Al-generated
images without relying on any synthetic data
produced by a specific image generator.

5.2 Effect of Image Transformations

Our proposed method utilizes four different image
transformations during training to simulate spa-
tial distortions. The details of these transforma-
tions are described in Section 3.1. To understand
the impact of each transformation, we conducted
experiments in which we trained separate models
using only one specific transformation at training
time. We then evaluated the performance of these
models on the AGIQA-1k dataset, using SRoCC,
KRoCC, and PLCC.

Table 7 presents the results of our ablation
experiment on the image transformations. Each
of the individual transformations proved to be
effective in helping the model learn to identify
distortions. Furthermore, we found that combin-
ing all four transformations randomly during the
training process yielded the highest performance.
This suggests that the diversity of distortions
introduced by the combination of transformations
helps the model generalize better and become
more robust in assessing image quality.



Our score

0.1694 0.1707

AGIQA-1K MOS

3.6617 2.2367

Our score 0.3837

0.6683 0.8228

AGIQA-1K MOS 1.6312

0.0000 0.9848

Fig. 5 Example assessment results on images from AGIQA-1k dataset. Note that the scores of the proposed method is
lower-better, in contrast with the mean opinion scores (MOS) of the AGIQA-1k dataset, which is higher-better.

0.1695
1.9426

0.1698
1.9209

Our score
AGIQA-1K MOS

Fig. 6 Example failure cases of the proposed method.
Both examples images were assessed as high quality by our
method, but with low MOS.

5.3 Effect of Model Size

To investigate the impact of model size on per-
formance, we experimented with different model
sizes of ConvNeXt: tiny (Ti), small (S), base (B),
and large (L). Each of these ConvNeXt variants
was pre-trained on ImageNet and then fine-tuned
using our full set of four image transformations
on the distorted subset of ImageNet. The perfor-
mance of these models were then evaluated on
the AGIQA-1k dataset using the same SRoCC,
KRoCC, and PLCC.
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Table 8 presents results of the comparison
between different model sizes. Our findings showed
that the ConvNeXt-S model achieved the high-
est performance among the tested sizes. We
observed that as the model size increased beyond
‘small’ (i.e., ‘base’ and ‘large’ variants), perfor-
mance tended to decrease. This suggests that
the larger models may have begun to overfit to
the fine-tuning dataset. It is possible that with
a significantly larger and more diverse dataset,
larger model variants could achieve better results.
However, for our current training setup, the
ConvNeXt-S model provided the best general-
ization, leading to superior performance on the
AGIQA-1k benchmark.

6 Limitations

It is nearly impossible to predict what kind of
distortion an image generator will produce since
it depends on various factors, including the data
used for training, the generator’s training method,
and the model’s architecture. There are limita-
tions to reproducing this complex distribution of



Table 5 The comparison results of the SRoCC metric on the custom evaluation dataset. The bold and undelined values
indicate the first and second best performing values. Except for AFHQ-dog, for which it was the second best, our method

scored higher than the traditional NR-IQA methods.

Dataset ‘ Gender ‘ Ours ‘ Disc. ‘ NIQE DSIQA BRISQUE CIQE BMPRI
AFHQ-cat Male 0.657 | -0.371 | 0.029 0.486 0.143  0.029 0.143

Female | 0.657 | -0.371 | 0.029 0.486 0.143  0.029 0.143

AFHQ-do Male 0.714 | -0.143 | 0.086  0.886 0.029  0.029 0.143

SRoCC & | Female | 0.600 | -0.200 | 0.029  0.943 0.143  0.257 0.429
FFHQ Male 0.886 | 0.714 | 0.257 0.714 -0.371  -0.371 0.371

Female | 0.943 | 0.771 | 0.486 0.771 -0.200 -0.429 0.086

Anime Male 0.771 | 0.600 | 0.371  -0.257 -0.429  -0.600 0.029

Female | 1.000 | 0.714 | 0.429  -0.086 -0.429 -0.714 -0.143

Dataset ‘ Gender ‘ Ours ‘ Disc. ‘ NIQE DSIQA BRISQUE CIQE BMPRI
AFHQ-cat male 0.467 | 0.067 | -0.067 0.333 0.200  0.067 0.067

female | 0.467 | 0.067 | -0.067 0.333 0.200  0.067 0.067

AFHQ-do male 0.600 | 0.333 | 0.067 0.733 -0.067  0.067 0.067

KRoCC & | female 0.467 | 0.467 | -0.067  0.867 0.067  0.200 0.200
FFHQ male 0.733 | 0.467 | 0.200 0.467 -0.200  -0.200 0.200

female | 0.867 | 0.600 | 0.333 0.600 -0.067 -0.333 0.067

Anime male 0.600 | 0.467 | 0.333  -0.200 -0.333  -0.333 -0.067

female | 1.000 | 0.600 | 0.200  -0.067 -0.200 -0.467 -0.200

Table 6 Comparison results of NY-IQA
and the proposed method on the
AGIQA-1k dataset. The presented scores
of the comparison methods are values
reported on the AGIQA-1k paper. Our
method exhibited the highest scores when
compared to other methods.

Method | SRoCC  KRoCC  PLCC
BMPRI | 0.0651  0.0400  0.1646
CIQE 0.3069  0.2097  0.2836
DSIQA | -0.3047  -0.2148  -0.0559
NIQE | -0.5490  -0.3824 -0.5048
Ours | 0.4579  0.3090 0.7111

distortions using only parametric methods. The
study of degraded image restoration has a similar
limitation, since images are degraded using simple
transformations and are used to train the restora-
tion model. In real-world super-resolution studies,
methods have been proposed to introduce image
translation models that learn real-world degrada-
tion from external datasets [57, 58]. This research
direction will improve the performance of our task.
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In addition, as mentioned in Section 4.4, the pro-
posed method evaluates high-quality images by
considering only spatial distortion; therefore, inte-
gration with the content-aware method is a topic
for future research.

7 Conclusion and Future
Works

In this study, we presented a distortion
recognition-based method for assessing the visual
quality of synthetic images. We transformed
images from the training data to automatically
synthesize distorted image samples at the training
stage to train the recognition model. The evalu-
ation experiments showed that it is possible to
quantify the quality of synthetic images using the
confidence of the distortion recognition model. We
demonstrated that simple spatial transformation
methods could adequately simulate distortions in
synthetic data and be used to train an efficient
distortion recognition model. We also showed that
the performance of the recognition model could
be improved by using bilateral filtering to remove



Table 7 The comparison results of each image transformation used to train the proposed method. The evaluation was
performed on the AGIQA-1k dataset, and we report the SRoCC, KRoCC, and PLCC as the performance metrics. By
combining all four transformations, the distortion recognition model generalized better on recognizing images with spatial

distortions.
Transformations ‘ Metrics
Grid Elastic Affine TPS ‘ SRoCC KRoCC PLCC
v 0.4295 0.2867  0.3220
v 0.3720 0.2469  0.6322
v 0.3204 0.2143 0.6144
ve 0.4391 0.2989  0.7005
v N v Ve ‘ 0.4579 0.3090 0.7111

Table 8 Comparison between different model
sizes. The evaluation was performed on the
AGIQA-1k dataset, and we report the SRoCC,
KRoCC, and PLCC as the performance metrics.
ConvNeXt-S model showed the best
performance. Scores decreased as model size
increased, indicating that these models tend to
overfit on the fine-tuning dataset.

Model ‘ SRoCC  KRoCC PLCC
ConvNeXt-Ti 0.3803 0.2563 0.6168
ConvNeXt-S 0.4579 0.3090 0.7111
ConvNeXt-B 0.4032 0.2712 0.6776
ConvNeXt-L 0.4229 0.2799 0.6931

texture from the input when applied to natural
images. Moreover, the proposed method can be
trained without any knowledge of the synthetic
data and, therefore, has some robustness in the
content of the synthesized images.

Since the distortion recognizer is trained exclu-
sively on real-world images, it can also be applied
to recognize distortions in such images. How-
ever, as our experiments indicated that the effec-
tiveness of techniques like bilateral filtering can
vary between domains (e.g., photographs versus
illustrations), training domain-specific models is
advisable for optimal performance.

The proposed method holds promise for several
applications. For example, it could be employed in
image generation services to automatically curate
high-quality outputs for users. Additionally, it
could serve as a feedback mechanism in drawing
assistance tools, helping users identify and correct
distortions to improve their illustration skills.

However, the current approach has limitations.
It is challenging to know how much the parametric
image transformations used can comprehensively
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cover all potential distortions produced by gener-
ative models. Consequently, the method may not
accurately evaluate images with distortion pat-
terns absent from its training data. Furthermore,
the existing transformations tend to affect images
globally, making the recognition of local distor-
tions difficult. Future work will focus on devel-
oping more comprehensive distortion recognition
capabilities, including addressing local distortions
more effectively. We will also continue to explore
a wider range of distortion image transformations
to improve our method.
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