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Abstract. Illustration generators have been widely studied to support
artistic creation activities. Accurate evaluation of model performance
contributes to exploring models for better generative quality. However,
conventional evaluation metrics for generative models may provide in-
correct results for illustration generators. These metrics are based on a
feature extractor trained on natural images and are known to perform
poorly on out-of-domain data. In this study, we explore the effective-
ness of evaluation metrics for illustrations, which has been disregarded
in previous studies. With the intentionally degraded illustration dataset,
we found differences in the scores depending on the training method and
data of the feature extractors. Furthermore, we demonstrate that met-
ric scores calculated with deep models that can extract representations
specific to the illustration domain correlate more with human evaluation
results obtained from a subjective experiment. Our findings will provide
a basis for evaluating illustration generation studies. Additionally, we
created a Python package for evaluating generative models to facilitate
studies on deep feature-based metrics, which is available at this URL.
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1 Introduction

Image generation methods have made considerable progress over the past few
years, enabling the quick production of diverse and high-quality images. In ad-
dition to models for generating photo-realistic images [17,28,29], many methods
for generating drawings to support users’ creative activities have emerged [32,33,
38,40]. Quantitative metrics are essential for uniformly evaluating the numerous
generation methods optimized for individual demands. The evaluation criteria
for image generators are fidelity and diversity, which require a large number of
synthesized images for assessment. Although evaluation involving human partici-
pants is the most reliable, this requires many participants and assessments of the
generated images, which are costly and time-consuming. Therefore, metrics that
can automatically quantify the performance of image generators using the distri-
bution of synthesized images in a visual feature space were proposed [3,16,30,31].
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The conventional evaluation metrics used a convolutional neural network,
which was trained on the ImageNet [10] in a supervised manner as the vi-
sual feature extractor. This feature extractor could only evaluate image gen-
erators trained on datasets in the ImageNet domain. In contrast, it has recently
been demonstrated that deep models trained by self-supervised learning (SSL)
yield assessment values that more closely resemble human evaluations on non-
ImageNet datasets [22,35]. However, these studies focused only on image gener-
ators that produced photo-realistic images and verification on illustration gen-
erators is lacking. Illustrations have characteristics that differ significantly from
natural images in the frequency domain: natural images are more dominated by
texture (i.e., high-frequency components) [12] than illustrations, and most mod-
els trained on natural images cannot be applied directly to illustrations [2, 37].
Thus, we should investigate whether conventional evaluation metrics are effective
on illustration generators.

In this study, we created ground truths about the performance of genera-
tive models and comprehensively examined how the metrics values, calculated
using different feature extractors, behave on illustrated images. We focused on
the three most commonly used metrics for evaluating generative models, whose
details are described in Section 3.1. Eight models were prepared as feature ex-
tractors: two were based on supervised learning, and three were trained using
SSL methods specialized for natural images and illustrations, respectively. We
conducted two experiments. The first experiment was based on intentional im-
age degradation. We observed the effect of different feature extractors on the
calculated metric scores by gradually degrading a dataset of illustrations. The
second experiment was based on human subjective evaluation. We evaluated
an illustrated palm generator based on the Generative Adversarial Network
(GAN) [13] by conducting subjective experiments and comparing the results
with deep feature-based metrics. We showed that the choice of the feature ex-
tractor produced distinctive differences in the evaluation results. Furthermore,
we demonstrated that the metric scores obtained using the feature extractor
specialized for illustrations were closer to human evaluation results than those
obtained using other models.

In summary, this paper provides the first validation for evaluating illustrated
image generators. We show that the calculated evaluation scores vary character-
istically depending on the feature extractor’s training method and the training
data. Furthermore, we demonstrate that scores computed based on represen-
tations of the illustration domain-specialized SSL models correlate more with
human perceptual judgments than natural image-specific models. Our findings
will provide a basis for the evaluation metrics for illustration generators and
contribute to the development of methods with improved generation quality.

We have created a Python package that allows users to easily switch between
feature extractors and calculate deep feature-based metrics, enabling easier eval-
uation experiments using various feature extractors.1 We hope this package fa-
cilitates the development of evaluation metrics of generative models.

1 https://github.com/STomoya/ptfid
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2 Related works

2.1 Evaluating image generators with supervised models

Image generation models are evaluated based on the fidelity and diversity of the
generated images. However, it is challenging to quantify these factors, and no
definitive evaluation method has been established to date. The current main-
stream method is to use pre-trained deep learning models as feature extractors
to measure the difference in feature distribution between the dataset and the
generated images. Salimans et al . [31] introduced Inception Score (IS), which
adopted the activations of the prediction layer of a Inception v3 [36] trained
using the ImageNet [10] dataset in a supervised manner, to evaluate the per-
formance of generative models. The metric assumes that if the model could
confidently classify an image to a particular class, the image quality was very
high, and if the images were classified uniformly into various categories, the
generative model could produce diverse images. The limitation of IS was that
the IS score might present bad results for generators that produce a particular
category (e.g., human faces, dogs). To address this limitation, Heusel et al . [16]
introduced Fréchet Inception Distance (FID), which used activation of the layer
before the last classification head instead of the model predictions that contain
categorical biases. This metric calculated the Frećhet distance between the ap-
proximated distribution of the real and fake images in the Inception v3 feature
space, assuming their manifold follows the normal distribution. There are vari-
ous derivatives of FID due to its popularity and challenges. For example, spatial
FID [24] calculates the FID score using the activation of the shallow layers of
Inception v3 to capture the spatial distributional similarity. Another example
is FID∞ [9], which was proposed to remove the bias caused by the number of
images used to calculate FID. Despite the success of FID, whether the manifold
of images in the feature space of a deep learning model could be represented
in a parametric form was questionable. Thus, Bińkowski et al . [3] introduced
the Kernel Inception Distance (KID) as a non-parametric measure, which cal-
culated the difference between distributions using the squared maximum mean
discrepancy.

FID and KID consider diversity and fidelity simultaneously, and they could
not indicate which of the two factors dominates the resulting scores. Precision
& Recall (P&R) [20,30] has emerged as metrics to measure fidelity and diversity
using two indicators: precision and recall. Precision represents fidelity, while re-
call represents diversity. P&R is also an evaluation metric which many studies
proposed methods to overcome its limitations. Density and coverage [23] and
probabilistic P&R [25] was proposed to address the vulnerability of P&R to out-
lier samples. Also, Kim et al . [18] proposed topological P&R, which considered
the reliability of the samples and achieved robust evaluation results under noisy
conditions. These evaluation metrics were validated in various studies targeting
natural image generation, but their effectiveness on illustration generators has
not been thoroughly tested. Therefore, we conducted experiments to evaluate
three commonly used evaluation metrics (i.e., FID, KID, P&R) when applied to
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illustrated images. We give a more detailed explanations of these three metrics
in Section 3.

2.2 Evaluating image generators with SSL models

Some studies have reported that FID is insufficient for evaluating generative
models trained on non-ImageNet datasets [1,42]. To address this issue, Morozov
et al . [22] introduced the use of feature extractors trained using SSL methods.
They reported that using a 50-layer residual network (ResNet50) [15] trained
via SSL methods improved the generality of evaluation metrics when applied to
generative models trained on non-ImageNet datasets. Furthermore, experimental
studies with a broader range of target feature extractors and generative models
have also shown the effectiveness of features from the SSL models [35].

SSL has attracted much attention as a method for training machine learn-
ing models without using supervised data, and the trained models can extract
features with high transferability to various downstream tasks. A type of SSL
called contrastive learning (CL) has gained significant interest due to the success
of SimCLR [7] and MoCo [8,14]. During training, SimCLR produced two images
from a single image by a random set of predefined transformations. The feature
extractor tried to map the two extracted features close to each other in the fea-
ture space using a similarity measure, while the features from the other images
were forced to be dissimilar. Deep models with a representation space that iden-
tically reflects input images can be trained through this contrastive approach.
MoCo introduced a momentum encoder and adopted a memory bank [39] to the
SimCLR training pipeline, which improved the expressiveness of the extracted
features. However, CL methods had the probability of forcing features extracted
from two images in the same class to be dissimilar. To address this problem,
Caron et al . [6] proposed SwAV, introducing a clustering-based method into the
CL paradigm. The features extracted from images assigned to the same cluster
were trained to be similar. Models pre-trained using SwAV and DeepClusterv2 [6]
achieved good results in downstream tasks. In our experiments, we adopted CL
and clustering-based pre-trained models specific to both natural and illustrated
images and examined the effect of the different features used to calculate the
metric scores.

3 Self-supervised representation for generative model
evaluation

Deep feature-based evaluation metrics for image generation models are heavily
affected by the characteristics of the feature space of the deep-learning mod-
els, which are used to extract visual features from the images. Previous studies
have successfully discovered that the feature space of models pre-trained using
SSL methods can represent images in a manner suitable for evaluating genera-
tive models. However, these experiments were conducted on photo-realistic image
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generators, and illustration generators, a domain gaining more interest in the re-
cent years, have not been evaluated yet. In this study, we conducted experiments
using illustrations to examine the effectiveness of current evaluation metrics and
to discover the most suitable feature extractor for illustration generators.

3.1 Evaluation metrics

We experimented on three most commonly used evaluation metrics (i.e., FID,
KID, and P&R) of image generative models.

FID [16] calculates the distance between the real and fake images in a feature
space of a deep model. If the two distributions’ expectations and variance are
close, the generated images have high fidelity and diversity, respectively. To
calculate the score, we first extract deep features from the images synthesized
by the generator and the dataset using a feature extractor (e.g., Inception
v3) to form an approximated distribution of the two image sets. Then, the
distance between the two distributions is calculated using the Frećhet dis-
tance, assuming that the two manifold follows the normal distribution. To
approximate the distribution of image sets in the feature space more accu-
rately, FID usually requires over 50k images for evaluation. FID is currently
the de facto standard for the evaluation of generative models and is used
wildly in unconditional and conditional image generation scenarios.

KID [3] was developed to address the issue of the FID that represented the
two distributions in a parametric form, which was a questionable assump-
tion for visual features in a deep feature space. KID replaced the calculation
between two distributions with squared maximum mean discrepancy with a
polynomial kernel, which could compare the probability distributions with-
out estimating their density functions. KID is proposed to be unbiased in
the number of samples used for evaluation compared to FID, and it requires
fewer images for the scores to converge.

P&R [20] measures fidelity and diversity using two indicators (i.e., precision
and recall, respectively), differing from FID and KID, representing these fac-
tors simultaneously. To calculate the scores, after extracting features from
the images, the k-nearest neighbor was applied to the features to approxi-
mate the manifold of real and fake images in the feature space. Then, the
percentage of the fake image samples that fall within the real image’s mani-
fold was calculated as the precision metric and vice versa as the recall metric.

These metrics rely on an Inception v3 model, trained using the ImageNet
dataset in a supervised manner as the feature extractor. The pooled activations
of the layer before the last prediction head are used to represent images in a
deep feature space. This feature extractor can easily be replaced by other deep-
learning models. In the experiments, we examine the effect on the scores of
the evaluation methods described above when using different feature extractors
trained with various supervision settings and datasets.
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Table 1: The feature extractors used in our experiments. The name column presents
the indications of each model used throughout this paper.

Name Data Architecture Training method

inception ImageNet Inception v3 Supervised
resnet50 ResNet50 Supervised

moco-in
ImageNet ResNet50

MoCov2
swav-in SwAV
deepcluster-in DeepClusterv2

simclr-illust
Danbooru2020 ResNet50

SimCLR
moco-illust MoCov2
swav-illust SwAV

It is known that the presence of anti-aliasing when interpolating the images
to the input size of the feature extractor affects the calculated scores [26]. There-
fore, as proposed in [26], we used the bi-cubic interpolation with anti-aliasing
for all feature extractors adopted in our experiments, except for the Inception
v3 model, which used a legacy bi-linear interpolation implemented in the Ten-
sorFlow library.

3.2 Feature extractors

Previous studies have shown that using feature extractors trained with differ-
ent training objectives changes the evaluation results of image generative mod-
els [22, 35]. Therefore, the selection of the feature extractor is a critical factor
in order to correctly evaluate image generators using deep feature-based met-
rics. Morozov et al . [22] evaluated two deep feature-based metrics (i.e., FID,
P&R) using SSL-trained feature extractors to validate their effectiveness on im-
age generator evaluation. In this study, we used the same feature extractors used
as in [22] to perform comparable experiments on the illustration generator. In
addition to the natural image-specific models, as illustration-specific feature ex-
tractors, we trained ResNet50 using three SSL methods (i.e., SimCLR, MoCov2,
and SwAV) on a large dataset of illustrations, namely Danbooru2020.2 When
using ResNet50 as the feature extractor architecture, we used the pooled activa-
tion before the last prediction layer, following the original FID implementation.
Table 1 lists the eight feature extractors used in our experiments. The name
column shows the indications of each model used throughout this paper.

The illustration-specific feature extractors were trained using the VISSL3

software, which implements various SSL techniques for computer vision deep-
learning models. We trained the models using the default values of the original
papers for each method, except for the number of epochs, which we modified to

2 https://gwern.net/danbooru2021#danbooru2020
3 https://github.com/facebookresearch/vissl

https://gwern.net/danbooru2021#danbooru2020
https://github.com/facebookresearch/vissl
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100 epochs from the default 800 epochs due to limited computational resources.
Therefore, there is room for improvement in the performance of the illustration-
specific SSL models, which we leave for future research.

4 Evaluation using image degradation

We first examine whether there is a difference between the metric scores cal-
culated by different feature extraction models. Following the conventional in-
vestigation in the natural image domain [16], we created pseudo ground-truth
data based on image degradations and calculated the evaluation scores for each
feature extractor.

4.1 Experimental setup

We created a dataset of 30k character faces as the original dataset, which was
cropped out from the most recently created illustrated images in the Dan-
booru2020 dataset using a Faster R-CNN [27] trained on the iCartoonFace [41]
dataset. We degraded images of this dataset with different disturbance levels
and calculated the metrics scores to investigate the changes. Worse scores should
gradually result from higher disturbance levels. As in the conventional study [16],
we used the following five disturbance types with three levels: black rectangles,
Gaussian blur, Gaussian noise, salt & pepper noise, and swirl. We used the same
disturbance level definitions and parameters as in [16] except for Gaussian blur
and swirl. We modified the sigma values to {1, 3, 5} as the disturbance levels
of Gaussian blur and set the extent of swirl in pixels as 300, considering the
size of the images. We denoted the three disturbance levels as {1, 2, 3} for all
degradations in order from the smallest to the largest. Additionally, we inserted
a disturbance level of 0, which presents the maximum performance value (i.e.,
0 for FID and KID, 1 for P&R). Examples of these degraded images are shown
alongside the results in Fig. 1.

We calculated the evaluation metrics of these degraded images using the fea-
ture extractors presented in Section 3. Since the value range for FID and KID
differs for each feature extraction model due to the different training objectives,
we applied the min-max normalization to the calculated values for each combi-
nation of the metric score and the feature extractors.

4.2 Results and discussions

Fig. 1 presents the metric scores calculated using images with different distur-
bance types and levels. The red, green, and blue lines indicate supervised models,
natural image-specific SSL models, and illustration-specific SSL models, respec-
tively.

Results of FID and KID. The scores properly dropped according to the
strength of the noise for all feature extractors. The results show that these met-
rics were significantly affected by changes in the image’s textures. The calculated
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Fig. 1: The calculated metric scores on images degraded with various noise types
and disturbance levels. Each colored line indicates one of the eight feature extractors.
The images on the top of the charts are samples of the degradation with the three
disturbance levels. The original image is from https://fromtheasia.com/, distributed
with permissions for modifications and publication.
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values for illustration-specific models (i.e., blue lines) worsened more slowly for
Gaussian blur than for other models, while scores for Gaussian and salt & pep-
per noise deteriorated more rapidly. These degradations significantly affected
the high-frequency components, which were caused by edges and textures in
the image. Specifically, the noises added high-frequency components to the im-
ages, while the blur acted as a low-pass filter. Illustrated images are known to
be characterized by smooth surfaces [38] and have fewer high-frequency com-
ponents caused by the texture than natural images. Therefore, models trained
on such data are considered sensitive to noise and insensitive to blur, which
causes the slow and rapid deterioration of the metrics values for blur and noise
degradations, respectively. Unlike blur and noise, swirl did not differ significantly
through all feature extractors. Swirl changed the shape of the image’s content
but caused little difference in the texture, further motivating our discussion.

Results of P&R. Recall, which represents diversity, worsened with increas-
ing disturbance levels for all combinations of models and types of degradation,
which is the expected behavior. However, black rectangles, Gaussian blur, and
salt & pepper noise showed unnatural improvement in precision for several SSL-
based feature extractors when the disturbance level was set to 3. A common
cause of this phenomenon was that adding noise reduced the variance of the
distribution of degraded images in the feature space. In the experiments of black
rectangles and salt & pepper noise, this phenomenon was more pronounced in
the illustration-specific models (i.e., blue lines). Illustrated images typically con-
tain more completely black or white pixels (i.e., 0 or 255 in all RGB values)
than natural images. Deep models trained with such data will map images with
degradations that treat black or white pixels as noise, close to the original image
distribution, resulting in this unnatural improvement. This observation suggests
that black rectangles and salt & pepper noise were unsuitable for validating the
illustration generator’s evaluation metrics. Unlike these two noises, the unnatu-
ral improvement in the Gaussian blur experiment was more pronounced in the
natural image-specific models (i.e., green lines). The reduction of extractable
information due to the removal of texture by Gaussian blur greatly impacted
the calculated scores of the natural image-specific models.

5 Comparison with human evaluation

In the validation using degraded images presented in Section 4, we revealed that
the calculated evaluation scores differed between feature extractors in evaluat-
ing illustrated images. However, we could not see which model was closer to
human perception from this experiment alone. Therefore, we conducted another
experiment to identify the feature extractor that best correlates with human
perception in evaluating illustration generators.

5.1 Illustration generator for evaluation

To ensure that the quality of the images produced by all evaluated generators
varied according to consistent criteria, we used multiple checkpoints saved dur-
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Fig. 2: Sample images produced by the palm generator used in our experiments from
multiple checkpoints and seeds. By accumulating the weights using EMA, the model
produces relatively close looking images from the same random seed, enabling the
comparison of the images.

ing the training of a single generator network. The generative model used in the
experiments was a GAN-based generator. The model architecture was based on
the bottleneck blocks in ResNet [15] models with modifications. Specifically, we
replaced the 3× 3 convolution layers with a 3× 3 depth-wise convolution layer
and used the leaky-ReLU activation layer instead of ReLU. The upsampling is
implemented within the bottleneck block, following the BigGAN [5] configura-
tion. We accumulated the parameter values by taking the generator weights’
exponential moving average (EMA). The EMA weights enabled the model to
produce a relatively close-looking output when inputting the same latent vector
to models from different checkpoints. Fig. 2 presents examples of images pro-
duced by different checkpoints. We adopted the non-saturating GAN loss [13]
with R1-regularization [21] as the training objective. We used the Adam opti-
mizer [19] with α = 0.0002, β1 = 0.5, and β2 = 0.999 with a batch size of 32.
We trained the model for 200 epochs and saved the generator parameters every
10 epochs, resulting in 20 saved checkpoints.

We used the PALM dataset,4 comprising 58,536 character hand images cropped
out from illustrated images to train the generator. Studies on illustrations often
used datasets of character faces. However, in the case of facial images, a per-
son’s impression may vary greatly depending on the drawing style. Therefore,
we opted to use palm illustrations, which were less varied by painting style, and

4 https://gwern.net/crop#hand-model

https://gwern.net/crop#hand-model
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the completeness in the number of fingers and image distortions were likely to
be more noticeable than facial attributes.

5.2 Correlation between human perception and evaluation metrics

GAN-based models generally perform better the more images the discrimina-
tor observes (i.e., the longer the training time), thus the later checkpoints are
expected to show better scores. We produced 50k images per saved checkpoint
using the same random seeds. The subjective evaluation on these generated im-
ages was conducted with 30 participants between 19 and 24 years of age. To
create a ranking of the checkpoints based on human assessments, we conducted
a pairwise comparison between images generated by two different saved check-
points. Specifically, participants were shown two images produced by the same
seed using two randomly selected checkpoints and asked to choose the image
with better visual quality. Each participant performed this procedure repeat-
edly on different image pairs for one hour, with a 30-minute break in between.
The mean and standard deviation of the number of pairs evaluated by each par-
ticipant was 1, 983± 997.935 image pairs, totaling 59,490 comparisons. After we
collected all the pairwise comparison results from the subjective experiment, we
applied the Bradley-Terry model [4] to the win-loss data to create a ranking of
the checkpoints based on human evaluation.

We calculated the FID, KID, and P&R metrics using various feature ex-
traction models with the same images used in the subjective evaluation. Then,
we ranked the checkpoints based on these calculated scores. We calculated the
Spearman’s rank correlation coefficient (Spearman’s ρ) [34] between the rankings
obtained from the metric scores and those based on human perception. The fea-
ture extractor that highly correlates with human assessment rankings indicates
that its evaluation results align with the human senses.

5.3 Results and discussions

Table 2 presents the Spearman’s ρ between rankings of the 20 checkpoints ob-
tained from the subjective experiment and each evaluation metric. Fig. 3 visually
represents the Spearman’s ρ. The y-axis indicates the ranking by human eval-
uation, and the x-axis is the difference from the ranks of the corresponding
checkpoint given by the feature extractors. Higher variance, which corresponds
to wider bar graphs, indicates a lower correlation.

Illustration-specific SSL models. In the results of FID, KID, and precision,
moco-illust showed the highest correlation with human evaluation rankings, even
though there is room for improvement in the training of illustration-specific
models. We conclude that feature extractors trained on illustrations are best for
evaluating illustration generators. Even higher correlations can be achieved using
a feature extractor with a more expressive feature space.

Despite the superior performance of moco-illust, the swav-illust has a consid-
erably lower correlation than other methods. This result is because the model
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Table 2: Spearman’s ρ calculated between rankings obtained using metric scores and
the subjective evaluation. Bolded, underlined and italicized numbers represent the
first, second, and third best values for each metric, respectively. Scores calculated
using illustration-specific models showed higher correlation with human perception,
compared to natural image-specific models.

Models vs. FID vs. KID vs. Precision vs. Recall

inception 0.765 0.725 -0.275 0.844
resnet50 0.798 0.786 0.023 0.872

moco-in 0.654 0.499 -0.024 0.881
dc-in 0.728 0.598 -0.417 0.896
swav-in 0.731 0.651 -0.471 0.905

simclr-illust 0.720 0.555 -0.322 0.950
moco-illust 0.916 0.821 0.314 0.893
swav-illust 0.492 0.409 -0.137 0.949

could not acquire an expressive feature space during training due to the extreme
bias in the content of the illustrations (e.g., most of the images depicted char-
acters, and most of the characters were female), which limited the effectiveness
of the clustering incorporated in the SwAV algorithm. Training the model on
a more balanced and unbiased dataset will show a higher correlation between
human rankings.

Fidelity and diversity. Recall highly correlated with human ratings for all
models, unlike other metrics that showed differences from model to model. This
result indicates that the feature space of a deep learning model does not have
to be suitable for representing illustrations in order to evaluate diversity. How-
ever, precision showed negative or nearly zero correlations for all models except
moco-illust. Consequently, using a model optimized for illustrations to evaluate
the fidelity is essential. This result further motivates using illustration-specific
models for calculating deep feature-based metrics for illustration generators.

Natural image-specific SSL models. SSL models trained on natural images
had lower correlations than supervised models for the FID, KID, and precision
metrics. The SSL models trained on natural images failed to extract valuable
features from illustrations compared to supervised models. This surprising re-
sult, which is opposed to the reports by Morozov et al . [22] whose experiments
were conducted on natural images, indicates that supervised models are a better
choice when using models trained on natural images as feature extractors for the
evaluation of illustration generators.

Supervised models. A comparison of the supervised model results reveals
that resnet50 correlated better with human ratings on all metrics. We used a
ResNet50 model incorporating newer training methods, thus achieving a higher
accuracy on the validation set of ImageNet compared to Inception v3. From
this observation, we suggest that a model with high ImageNet accuracy can be
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Fig. 3: The differences between rankings obtained from the subjective experiment and
each metric score. The y-axis indicates the rankings of the 20 checkpoints based on
human assessments, and the x-axis indicates the difference between the rankings by
metric scores. Purple and blue bars indicate increased and decreased ranks, respectively,
and darker colors mean larger differences.

a simple criterion when selecting a feature extractor from supervised models to
evaluate illustration generators.

6 Limitations

Evaluating metric scores that mimic human perception is challenging due to the
ambiguities in the fidelity and diversity criteria. Morozov et al . [22] addressed
this difficulty by conducting an evaluation that eliminated the effect of human
senses by assessing how well the conditions that served as input for a conditional
face generator could be inferred from the produced images using a deep learning
model. We must incorporate a more mechanical evaluation that can accurately
assess the evaluation metrics without the cooperation of human participants.
Moreover, although we examined three of the most frequently used metrics for
evaluating generative models, other metrics based on supervised feature extrac-
tors should be investigated more extensively. Concurrently, it is also necessary to
verify the use of vision transformers [11], which has achieved success in various
image processing tasks in recent years, as the feature extractor.
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7 Conclusion and future works

In this study, we applied conventional metrics for generative models (i.e., FID,
KID, and P&R) to evaluate illustration generators and empirically examined
their characteristics. Our analysis reveals that the choice of feature extractor
significantly impacts the scores when applied to illustration generators. In sum-
mary, the findings of this study are as follows: (i) the metrics evaluated in this
study are strongly influenced by texture, depending on the feature extractor.
(ii) To properly assess fidelity and diversity, it is essential to use a feature ex-
tractor that adequately represents the illustration in the feature space. (iii) In
the absence of a high-performance feature extractor trained on illustrations, a
supervised model with high ImageNet accuracy is preferable. In future studies,
we aim to expand the validation scope to include more evaluation metrics and
feature extractors and establish evaluation methods that do not involve human
subjectivity.
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