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Abstract—Most machine learning dataset documentation is
unstructured, hindering search by quantitative criteria. We
address this challenge with a new task: extracting numerical
information from dataset descriptions to better organize meta-
data. We introduce NIED, an annotated corpus comprising 3,926
dataset descriptions from papers and repositories. We propose
a two-tier labeling scheme that separates numerical entities
from contextual non-numerical ones. Using this framework, we
benchmark seven pre-trained language models in a two-stage
extraction pipeline; the best model achieves F1 scores of 72.0%
for numerical entities and 71.4% for non-numerical entities.
Our resource enables standardized evaluation and supports the
development of tools for dataset discovery and comparison based
on quantitative characteristics.

Index Terms—numerical information extraction, named entity
recognition, machine learning datasets, metadata extraction

I. INTRODUCTION

Datasets are indispensable for training and evaluating ma-
chine learning models, and thousands are now publicly avail-
able across diverse domains. Selecting an appropriate dataset
requires careful consideration of factors such as size, collec-
tion conditions, and attribute information. However, dataset
documentation—often scattered across papers and repository
pages—is largely unstructured text. Without standardized nu-
merical metadata, researchers struggle to identify datasets that
meet specific experimental criteria. A promising direction is to
automatically extract numerical information from unstructured
descriptions (Fig. 1). Building such systems requires defining
a schema, constructing an annotated corpus of documents in a
target domain, and training models to detect corresponding en-
tity mentions. Yet no consistently annotated corpus of dataset
descriptions—or benchmark for this numeric information ex-
traction task—currently exists, limiting model development
and fair comparison.

To address these gaps, this paper presents NIED, a corpus
for Numerical Information Extraction from Dataset descrip-
tions. It comprises 3,926 annotated descriptions from aca-
demic papers, repository descriptions, and official documenta-
tion across multiple academic domains. Our two-tier labeling
scheme reflects practical dataset-creation workflows, separat-
ing numerical entities corresponding to quantitative aspects
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Fig. 1. Overview of numerical dataset metadata extraction. Our approach
transforms unstructured dataset documentation into structured numerical en-
tities with semantic labels and contextual information.

of datasets from non-numerical entities that provide semantic
context, yielding metadata tailored to dataset characterization.

We provide baseline results of seven pre-trained language
models within a two-stage neural extraction framework. The
best model achieves F1 scores of 72.0% for numerical entities
and 71.4% for non-numerical entities, demonstrating the via-
bility of automated extraction for dataset metadata organiza-
tion. Our resource! is intended to facilitate the development of
automated tools for dataset discovery and comparison, which
leverage quantitative dataset characteristics.

II. RELATED WORK

Numerical information extraction has received limited atten-
tion despite high demand across domains [1]. As a pioneering
effort, the MeasEval shared task [2] established a benchmark
for extracting counts, measurements, and related contexts from
scientific papers. However, its label set was designed to iden-
tify physical quantities common in chemistry and biomedicine,
making it less applicable to dataset documentation.

Recent studies have also focused on domain-specific extrac-
tion tasks in academic contexts. For example, Saier et al. [3]
focused on experimental configuration parameters in machine-
learning papers, while Alyafeai et al. [4] demonstrated the
feasibility of extracting structured metadata from scientific
papers using schema-driven approaches. Unlike experimental
parameters or physical measurements, dataset-construction in-
formation has two distinctive properties: (i) numerical values
require semantic categorization since they fulfill fundamentally
different functional roles across dataset creation workflows,
and (ii) numerical entities alone lack meaningful interpretation,

Thttps://github.com/mm- doshisha/NIED



TABLE I
LABEL DEFINITIONS AND ENTITY DISTRIBUTION FOR DATA ANNOTATION

Numerical Labels
Label Definition Count
DATA_COUNT General counts related to data quantity including datasets, train/validation/test splits, and subsets 1,244
ANNOTATION Counts of annotation types assigned to data such as classes, categories, tags, and features 259
COLLECTION Counts related to data collection including subjects, attributes, conditions, and sources 395
DOMAIN Number of target domains for data such as languages, fields, or themes 53
CONTRIBUTOR Number of people involved in dataset creation including annotators and evaluators 49
Non-numerical Labels
Label Definition Count
UNIT Basic units or standards for measuring numerical values, typically following numbers directly 1,871
EXTENDED_UNIT | Complete noun phrases serving as units, including pre-modifiers and “of” phrases 1,860
QUALIFIER Supplementary information about numbers including characteristics, sources, purposes, and methods 1,201
MODIFIER Expressions indicating accuracy, range, or approximation of numerical values 197
DENOMINATOR Units serving as denominators in ratios or densities, expressing ~’per” or “each” relationships 116
SPLIT Dataset split terms only (training, test, validation) excluding accompanying words 200
DATASET Data sources and repositories including datasets, corpora, databases, and collections 526

requiring explicit extraction of contextual elements that deter-
mine their precise semantic meaning. Thus, our study began
with the design of a labeling scheme for the structure of dataset
documentation workflows.

III. CorPUS CONSTRUCTION
A. Data Collection

First, we collected dataset descriptions from the following
four distinct information sources to cover both dataset modal-
ity and domain diversity.

Papers with Code (PwC)?>: We collected 50 dataset descrip-
tions from each of four modalities—images, texts, videos, and
audio—totaling 200 descriptions.

Figshare’: To increase domain diversity beyond computer sci-
ence, we sampled 20 datasets from each of 22 top-level parent
categories defined on the website, yielding 440 descriptions
spanning diverse academic disciplines.

NeurlIPS Datasets and Benchmarks track (2021-2024): We
collected 40 papers accepted in this track from the arXiv and
OpenReview platforms.

arXiv: We further collected 40 arXiv papers directly ref-
erenced from PwC to ensure comprehensive coverage of
research publication styles.

All papers were randomly selected from CC-BY-licensed
papers and processed using GROBID* for text extraction,
excluding figures, tables, citations and boilerplate sections
(Introduction, Related Work, Conclusion). After applying part-
of-speech tagging with spaCy>, only sentences containing at
least one NUM-tagged token were retained as valid dataset
descriptions.

B. Annotation and Quality Assessment

Following the conventions of prior work [2], we developed
annotation guidelines for this task, and the first author man-
ually annotated all descriptions. Table I shows the definitions

Zhttps://paperswithcode.com/
3https://figshare.com/
“https://github.com/kermitt2/grobid
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TABLE II
CORPUS STATISTICS
Statistic Value
Total descriptions 3,926
Total sentences 16,727
Numerical entity spans 2,000
Non-numerical entity spans 5,971

of the 12 labels and their entity distributions, while Table II
reports descriptive statistics for the resulting corpus.

To assess annotation quality and establish a human per-
formance baseline, we recruited three undergraduate students
with experience in academic writing to evaluate a subset of the
corpus. After completing practice sessions, they evaluated a
subset of the corpus consisting of 44 Figshare descriptions, 20
PwC descriptions (5 per modality), four PwC publications, and
four NeurIPS papers. Agreement between their annotations
and those of the first author, treated as the gold standard,
was measured under two schemes: exact matching, which
considers an entity correct only when both boundaries match
perfectly, and boundary matching, which accepts entities as
correct when they have any overlap with the gold standard
annotation. We also assessed label-agnostic numerical entity
detection, which measures agreement on identifying numerical
entities regardless of assigned labels.

Tables III and IV present the results of this quality assess-
ment for numerical and non-numerical entity categories, re-
spectively. Because both exact and boundary matching yielded
the same values for numerical labels, Table III reports only
one set of results. The results demonstrate reasonable consis-
tency across both types of entity categories. Label-agnostic
numerical entity detection achieved an F1 score of 88.0%,
indicating strong agreement in identifying quantitative infor-
mation in dataset documentation. For numerical labels, the
micro-average F1 score reached 80.3%, while non-numerical
labels achieved micro-average F1 scores of 74.4% (exact) and
78.5% (boundary).



TABLE III
ANNOTATION QUALITY ASSESSMENT FOR NUMERICAL LABELS

Label F1 Score
Label-agnostic detection 0.880
ANNOTATION 0.580
COLLECTION 0.700
CONTRIBUTOR 0.933
DATA_COUNT 0.850
DOMAIN 0.600
Micro Average 0.803
Macro Average 0.733

TABLE IV
ANNOTATION QUALITY ASSESSMENT FOR NON-NUMERICAL LABELS

Label F1 Score
Exact Boundary

DATASET 0.614 0.668
DENOMINATOR 0.582 0.657
EXTENDED_UNIT  0.841 0.857
MODIFIER 0.760 0.760
QUALIFIER 0.506 0.644
SPLIT 0.896 0.896
UNIT 0.833 0.848
Micro Average 0.744 0.785
Macro Average 0.719 0.761

IV. TWO-STEP EXTRACTION APPROACH

In the target task, multiple non-numerical entities can share
overlapping token boundaries. For instance, in the phrase
“1,000 training samples,” both “training” (SPLIT) and “train-
ing samples” (EXTENDED_UNIT) are valid but overlapping
annotations. Our method addresses this issue by decomposing
extraction into sequential steps: first extracting numerical enti-
ties and then using them as anchors to extract contextual non-
numerical entities. This design was inspired by top-performing
systems in MeasEval, where numerical entities are identified
first, followed by contextual extraction [5]. Details of each
step are presented below.

Step 1: numerical entity extraction. This step involves
standard named entity recognition (NER) to identify and clas-
sify numerical entities. Specifically, we fine-tune a pre-trained
language model on our annotated dataset to predict the five
numerical label categories: DATA_COUNT, ANNOTATION,
COLLECTION, DOMAIN, and CONTRIBUTOR. The model
follows conventional BIO (Beginning-Inside-Outside) tagging
schemes and produces non-overlapping entity spans.

Step 2: non-numerical entity extraction. From each nu-
merical entity detected in Step 1, this step further extracts
non-numerical entities that provide its context. We enclose
the identified numerical entity with special tokens [NUM]
and [/NUM]: this markup serves as a positional anchor that
guides the model to focus on extracting contextual information
relevant to the specific numerical entity. To handle overlapping
span boundaries in non-numerical entities, we train seven
separate BERT-based binary classification models, one for

each non-numerical label type: UNIT, EXTENDED_UNIT,
QUALIFIER, MODIFIER, DENOMINATOR, SPLIT, and
DATASET. Each model independently predicts whether tokens
in the marked text belong to its corresponding label category.
For texts containing multiple numerical entities, separate input
instances are generated for each entity: Only the target entity
is enclosed with [NUM] and [/NUM], while others remain
unmarked. This ensures that each numerical entity receives an
independent contextual analysis.

The final predictions from all binary classification models
are then aggregated to produce a comprehensive annotation of
both numerical and non-numerical entities with their associ-
ated relationships.

V. EXPERIMENTS
A. Experimental Setting

We performed our two-step approach using seven different
pre-trained models: RoOBERTa, BERT, DistilBERT, ALBERT,
XLNet, DeBERTa, and SciBERT.® After dividing the dataset
into training and testing sets at the ratio of 4:1, each model
was fine-tuned separately for numerical entity extraction and
for each of the seven non-numerical categories. We also trained
a classical conditional random field (CRF) and its variant,
BiLSTM-CREF, as comparative NER approaches.

We evaluated span-based, entity-level performance using
both exact and boundary matching schemes. Precision, Recall,
and F1 score were calculated for each entity type. Note that
non-numerical entities were evaluated at the numerical entity
level, meaning that if a non-numerical entity was associated
with multiple numerical entities, it was counted separately
for each association. This approach accurately reflects the
relational nature of our extraction task, where contextual
entities derive their significance from their relationship to
specific numerical entities.

B. Results and Analysis

Table V shows that BERT-based models substantially out-
performed CRF-based methods for extracting numerical in-
formation from dataset documentation. XLNet achieved the
highest performance, with F1 scores of 72.0% for numerical
entities and 71.4% for non-numerical entities under exact
evaluation, followed by SciBERT and DeBERTa. Table VI
provides a breakdown of XLNet’s performance. Detecting
numerical entities without classification achieved F1 scores of
79.1% (exact) and 87.3% (boundary), while classification into
specific categories yielded lower scores, with micro-average
F1 values of 72.0% (exact) and 73.5% (boundary). These
findings suggest that locating numbers is easier than assigning
them to precise semantic role.

Performance varied by label frequency and complexity.
DATA_COUNT, which appeared most often (1,244 times),
performed best (F1: 77.1%), while ANNOTATION (259
times) was hardest to classify (F1: 50.0%), reflecting both

Due to the space constraint, we omitted references of each model. All pre-
trained models were obtained from the respective authors’ official repositories.



TABLE V
MODEL PERFORMANCE COMPARISON ON NUMERICAL AND NON-NUMERICAL ENTITY EXTRACTION (MICRO-AVERAGED)

Numerical Non-numerical
Model Exact Boundary Exact Boundary
P R F1 P R F1 P R F1 P R F1
ALBERT 0.778 0.639 0.702 0.795 0.653 0.717 0.693 0.693 0.693 0.742 0.740 0.741
BERT 0.726 0.684 0.704 0.741 0.698 0.719 0.644 0.730 0.684 0.698 0.789 0.740
DeBERTa 0.781 0.658 0.714 0.801 0.675 0.733 0.696 0.708 0.702 0.742 0.754 0.748
DistilBERT 0.771 0.642 0.700 0.791 0.658 0.719 0.705 0.707 0.706 0.755 0.755 0.755
RoBERTa 0.804 0.633 0.709 0.826 0.650 0.727 0.696 0.704 0.700 0.749 0.758 0.753
SciBERT 0.779 0.670 0.720 0.798 0.686 0.738 0.679 0.713 0.696 0.741 0.776  0.758
XLNet 0.779 0.670 0.720 0.795 0.684 0.735 0.704 0.724 0.714 0.755 0.774 0.765
CRF 0.735 0451 0559 0.744 0457 0566 0.606 0377 0465 0.652 0407 0.501
BiLSTM-CRF  0.413 0417 0415 0443 0448 0446 0221 0280 0.247 0313 0.392 0.348
TABLE VI
BEST MODEL (XLNET) PERFORMANCE BY LABEL CATEGORY
Exact Boundary
Label Precision  Recall F1 Precision  Recall F1
Numerical Labels
Label-agnostic Detection 0.841 0.747  0.791 0.929 0.824  0.873
ANNOTATION 0.586 0436  0.500 0.586 0436  0.500
COLLECTION 0.808 0.553 0.656 0.808 0.553 0.656
CONTRIBUTOR 0.714 0.833 0.769 0.714 0.833 0.769
DATA_COUNT 0.800 0.743 0.771 0.824 0.766  0.794
DOMAIN 0.778 0.700  0.737 0.778 0.700  0.737
Micro Average 0.779 0.670  0.720 0.795 0.684  0.735
Macro Average 0.737 0.653  0.687 0.742 0.658  0.691
Non-numerical Labels
DATASET 0.716 0.678  0.696 0.784 0.737  0.760
DENOMINATOR 0.563 0429  0.487 0.563 0429  0.487
EXTENDED_UNIT 0.746 0.786  0.765 0.793 0.835 0.813
MODIFIER 0.757 0.757  0.757 0.757 0.718  0.737
QUALIFIER 0.573 0.606  0.589 0.678 0.718  0.698
SPLIT 0.514 0.545 0.529 0.571 0.606  0.588
UNIT 0.772 0.800  0.786 0.792 0.820  0.806
Micro Average 0.704 0.724  0.714 0.755 0.774  0.765
Macro Average 0.663 0.657  0.659 0.705 0.695  0.698

data scarcity and the challenge of distinguishing annotation
counts from other dataset numbers. Similarly, UNIT and EX-
TENDED_UNIT performed well among non-numerical labels,
benefiting from their higher frequency and clearer lexical
patterns. Overall, the results demonstrate that pre-trained lan-
guage models can effectively capture the linguistic patterns of
dataset documentation when provided with sufficient annotated
data.

VI. CONCLUSION AND FUTURE WORK

This paper presented the challenge of extracting structured
numerical information from dataset documentation offering
two main contributions: NIED corpus construction and a two-
tier labeling scheme. Our experiments confirm the feasibility
of automated extraction using pre-trained language models
of both numerical and non-numerical entities. Future work
will explore applications in research infrastructure and inves-

tigate integration with existing academic databases to enhance
dataset discoverability and metadata standardization.
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